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1.1 ColBERT o

ColBERT : Contextualized Late Interaction over BERT
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1.2 ColBERT Late Interaction

All-to-all Interaction (BERT)
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1.2 ColBERT Late Interaction

All-to-all Interaction (BERT) Late Interaction (ColBERT)
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1.3 ColBERT architecture

MaxSim operation

Aol oIyl |:|(I:HI E_.|)J—|_r A
FAE/tES 2A1 BHI ()

Query Encoder, fQ DC : ofo [Ty 8

Offline Indexing

Query Document

Figure 3: The general architecture of ColBERT given a query
q and a document d.

Khattab, O., Zaharia, M.: Colbert: Efficient and effective passage search via contextualized late interaction over BERT. SIGIR'20
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1.3 ColBERT architecture

MaxSim operation
=29 IS (HE)U /1Y
QALE7H =2 2 A Q| B (i H)
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Offline Indexing

Query Document

Figure 3: The general architecture of ColBERT given a query
q and a document d.

Khattab, O., Zaharia, M.: Colbert: Efficient and effective passage search via contextualized late interaction over BERT. SIGIR'20
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1.3 ColBERT architecture

MaxSim operation
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Thibault Formal et al., “A White Box Analysis of ColBERT”, ECIR 2021
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1.4 ColBERT e2e

ColBERT e2e = Retrieval + Ranking
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1.5 ColBERT Retrieval

Documents

ColBERT Retrieval

- ColBERT score/ == =3 0|

- = Retrieval= % of

e o o Em Em Em EE o o S O M e EEn D EEm S EEn B EEm EEm MEn EEm M M M M Em Em Em Em e =m o

i

ANN(Approximate Nearest Neighbors)O| &=~



DEVIEW

1.5 ColBERT Retrieval

ColBERT Retrieval Query Embeddings
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1.5 ColBERT Retrieval
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2.1 ANN? -

ANN : Approximate Nearest Neighbors

AL E VIR HEHE X e EAES

Hesh 2 mo|She CfAlO) D12 WE7| HE S 22 4 S
Faiss Hnswilib

https://github.com/spotify/annoy
https://engineering.fb.com/2017/03/29/data-infrastructure/faiss-a-library-for-efficient-similarity-search/

Yu. A. Malkov, D. A. Yashunin. Efficient and robust approximate nearest neighbor search using Hierarchical Navigable Small World graphs. 2016.
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2.2 ANN Index 37|

4~5% &
(3009 =

500 7l] AFE



DEVIEW

2.2 ANN Index 37|
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2.2 ANN Index 37|
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2.3 ANN SE AL
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2.3 ANN =& AlZF

AM 2 010] 1500 QPS Y [}, ColBERT Retrieval S &Ef A| 7t

ColBERT e2e T3 A|ZI H| = (0§ &)

ColBERT Retrieval S A| 2t Retrieval 70%
64 ms x 70% > 44.8 ms
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2.3 ANN S & Al{h
ZAH 2 010| 1500 QPS ! I, ANN S EF A| 7t

ColBERT Retrieval =& A|Z} : 44.8 ms
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Faiss Hnswlib

Layer=2

Layer=1

Layer=0

Decreasing characteristic radius

NN
¥

https://github.com/spotify/annoy
https://engineering.fb.com/2017/03/29/data-infrastructure/faiss-a-library-for-efficient-similarity-search/

Yu. A. Malkov, D. A. Yashunin. Efficient and robust approximate nearest neighbor search using Hierarchical Navigable Small World graphs. 2016.
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Faiss Hnswlib

Layer=1

Layer=0

Decreasing characteristic radius

NN
¥

https://github.com/spotify/annoy
https://engineering.fb.com/2017/03/29/data-infrastructure/faiss-a-library-for-efficient-similarity-search/

Yu. A. Malkov, D. A. Yashunin. Efficient and robust approximate nearest neighbor search using Hierarchical Navigable Small World graphs. 2016.
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2.4 ANN M EE=9

Faiss Hnswlib

Layer=1

Decreasing characteristic radius

Layer=
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https://github.com/spotify/annoy
https://engineering.fb.com/2017/03/29/data-infrastructure/faiss-a-library-for-efficient-similarity-search/

Yu. A. Malkov, D. A. Yashunin. Efficient and robust approximate nearest neighbor search using Hierarchical Navigable Small World graphs. 2016.
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Faiss Hnswlib

Layer=1

Decreasing characteristic radius

¥

Layer=
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https://github.com/spotify/annoy
https://engineering.fb.com/2017/03/29/data-infrastructure/faiss-a-library-for-efficient-similarity-search/

Yu. A. Malkov, D. A. Yashunin. Efficient and robust approximate nearest neighbor search using Hierarchical Navigable Small World graphs. 2016.
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Faiss Hnswlib
) O|E{I|O| A7} ZtEFSET & ColBERT ==0f| A{ AIE
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@ EtM &5 L2 @ CHFoh ANN 10 2| & K| &

EFAH 2 L 2] >4 ms

https://github.com/spotify/annoy
https://engineering.fb.com/2017/03/29/data-infrastructure/faiss-a-library-for-efficient-similarity-search/

Yu. A. Malkov, D. A. Yashunin. Efficient and robust approximate nearest neighbor search using Hierarchical Navigable Small World graphs. 2016.
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Faiss Hnswlib
2 =/
@ ColBERT == UM ALE: © W2 HM <0.2ms

.ITL|'E_|-|:‘ E1 |O\ 4‘\ (faiss IVFPQ)

EFMl == L2l >4 ms

https://github.com/spotify/annoy
https://engineering.fb.com/2017/03/29/data-infrastructure/faiss-a-library-for-efficient-similarity-search/

Yu. A. Malkov, D. A. Yashunin. Efficient and robust approximate nearest neighbor search using Hierarchical Navigable Small World graphs. 2016.
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Faiss Hnswilib
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Yu. A. Malkov, D. A. Yashunin. Efficient and robust approximate nearest neighbor search using Hierarchical Navigable Small World graphs. 2016.
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Faiss Hnswilib
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EFMl == L2l >4 ms

https://github.com/spotify/annoy
https://engineering.fb.com/2017/03/29/data-infrastructure/faiss-a-library-for-efficient-similarity-search/

Yu. A. Malkov, D. A. Yashunin. Efficient and robust approximate nearest neighbor search using Hierarchical Navigable Small World graphs. 2016.
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2.4 ANN M EE=9

Hnswlib

Thread = Build time

8 1/7
16 1/12 —frS o ST ~tho
32 1/16 =5 min

Yu. A. Malkov, D. A. Yashunin. Efficient and robust approximate nearest neighbor search using Hierarchical Navigable Small World graphs. 2016.
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3.1 hnswilib original
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3.1 hnswilib original

mmap= A| &S

Search Search Search Search Search Search
Process Process Process Process Process = Process
‘ mmap

Memory
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3.2 hnswlib + mmap

mapping file= O 7| 2 Writer/Reader = 2|

- add()

vl
nsw |’ ‘HNSW _ save()
..... - load()

*
.
*
*
.
.
*
‘0
.

- add() - search()
- save mapping file() -load mapping file()
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3.2 hnswlib + mmap
— o O
mmap IZHKI_-l a3 Xl'O‘ BA T
- add()
=M A| ZHH| 1D
hnswlib HNSW ) SearCh() 3 2.7751 2.7845
- save() .
000 “". - Ioad() 2 ANN Index
00000 ’0“ ‘ e - 100[]'_'- 7|- H_-Il E-l
“o‘o’ ‘0."’ 1 - 128 X|__c")'|_-
0
HNSW Reader o — e
mEd AN AIZE (ms)

- add() - search()
- save mapping file() -load mapping file()
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4.1 ColBERT score

Very expensive feature

- Sum of maximum similarity computation cost =
query vector count, document vector count, dimension
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< ColBERT score
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4.2 BM25F B2 = A Jf

BM25

-SAS VLR o= 2

- TF (Term Frequency), Dlen (Document Length), IDF(Inverted Document Frequency)
BM25F

-BM259F 2| MM HE FRe U o2t HE X

MM FEO|LL EHOR HBE

BM?25 = dotProd(TermWeight, Imp)

Imp, = normalization(IDF)

TF, (k + 1.0)

Dlen
avgDlen )

TermWeight, =

TE, + k(1.0 — b +
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4.3 BM25F score

STWsym
DotProd STW,.my + Coe fnormﬁm@\ weight
bm25f = ——

QtermCount

STW,, = STW; + -

(Pre-computable part)

STW. = k secTl F;
L SlO—b(l— slen + 1.0 )
| > avgSlen, + 1.0
Cheap static BM25F Expensive dynamic BM25F
- Computation cost = - Computation cost =

query term count query term count, term frequency, section count

- Using Postings (Inverted index) - Using Termlocs (Inverted index)
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4.4 Inverted Index structure

Inverted Index "2 &°f M2 A BM25F A4 7S

ColBERT Docid : 1 Docid : 2 Docid : 12 Postings
Weight:3.4 [Weight:0.1 [Weight:1.7

AlLh Docid : 2 Docid : 4

= x} Weight:3.4 [Weight:1.3

—/ 4
Docid : 2 Docid : 7 Docid : 78 Docid : 143
Weight: 0.1 |Weight:2.1 [Weight:6.7 [Weight:1.0

Lexicon

TermLocs

loc :108
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4.5 Computational Complexity
BM25F VS ColBERT

Assume
- query term count : 4, section count : 8, term frequency : 50
- query vector count : 16, document vector count : 65, dimension : 128

1000000

X80 SR E

133120

8
8

X400 & T

Computation Cost Estimation

static BM25F dynamic BM25F ColBERT score
= query term count =~ query term count ~ query vector count
term frequency document vector count

section count dimension
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4.6 Computation Complexity and Cluster Size

Assume
- 1500 QPS required
- Number of matched docs or candidates = 252 Docs (3004 H! E{ Of| Lot EA14=2| 0.5%)

Static BM25F

Dynamic BM25F COIBERT

Peta flops Z 40| 7138t 22| A H

XA~ FR 57t Ee
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5.1 Vector Access in Retrieval / Ranking 202

ANN S 2 B2 7ts2t BlE| 2 = ColBERT score Al AF =7t

=Al 7| 28 E document embeddingsE B+ B2 7tsSt X 2R

22| S X & : ColBERT score memory access = candidate count, document vector count, dimension

[ _J_[ """" J_[ '''' J ColBERT Score

Document Embeddings
IN\:alfuatOr

nion
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5.2 QAR AL 2t XA

2. Vector Storage

(2) EM HEIS W2 M2 7Hss)of &t

) 0ss £ 222104 20101

(2h 2O S HEIS HRg U

O
HA

0

iffe

3. ColBERT Score Evaluator

() W2 A ¢ Ako| E[0fo} &

(R) 7+ XA (2 &tz & A
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5.3 35 2= Ir£orX| X o Prototype 201

- 5.3 BF Docs ColBERT Distance Evaluator

- Elapsed time : 30~40 sec (eg. pytorch)

Vector Storage

(eg. Faiss) (Database)
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— O L S
547|-O|_|-OOXO'—ITI—'I_|—E _ -

CIO|E{ & S Al ol =

==o| lfEX| kS
ColBERT Distance Evaluator
DoclIDs Document Vectors
Network IO

Document Vectors

Faiss Database

- AL L 2l
CPUOf| AN = F50| =3 A 7|12 RE HIo|E F 20| 5%
GPUL O A ZE2| 7| 4 22| SHA

=AFANN Index 21

Global DoclID = ( Shard#, Datafile#, Segment#, Offset )

In-memory ?
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1. 2= ComponentZr A4 A L0 SO 7= 1o
2. Simple document IDE= 0| &3t columnar structure

3. ColBERT distance evaluatorl| 1 = °| 85 T X3}



DEVIEW
2021

5.6 All-in-one structure

. . N\
All components in search engine

- Vector matching (ANN)

- ColIBERT score evaluator + ranking

Vector

Ranking
Matching

=

/ero communication between _ Y

- Vector storage

Columnar

ANN Index

components
P Search Engine

Zero copy of document vectors
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5.7 Multi-partitioned Volume Structure

Volume= 8 &or 1 2 9] volume partition2. = 7
Volume purge impact= =0|7| &
- SrEH Q)| StLEL| volume partition OB =5 H A

Purge

Volume in a shard (= Partition)

A
]
A
]

Replace
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5.8 Multi-partition Iterator / local DoclD

Volume in a shard (= Partition)
THE| MO (2 2 El

- Volume Partition LH 0| A
Retrieval =l &A1= 0] CHotG]

VolPart, VolPart, VolPart, VolPart,

ColBERT score A|4f
Top(K) A= Partition 2|50 SX|

Vector Vector Vector Vector
Matching Matching Matching Matching v
Rankmg Ranklng Ranklng Rankmg L
/w ColBERT /W ColBERT /w ColBERT /W ColBERT Local DoclD 7=

Build More Accurate Top(K (size of DoclD = 4bytes)




DEVIEW
2021

5.8 In-memory Columnar Structure

Simpler DoclD, faster search structure
No data copy of In-memory Data

N

____________________________________________________

Main Memory

Merge(union)

[
: Top(K) :
[
I [
Query Vector, | ~~ DoclDs; Doclbs Columnar |
I [
Query Vectorz > DOClDSZ Offset Table Document Vectors i
: [
Query Vector, » DoclDs, o~ ] !
:
[
[




5.8 Score Evaluator 8 |83} 7| &

]

FOL

SIMD(AVX512F) Intrinsic functions 0| 235} 0] SHESHE F| M

- Instruction level2| Profiling (1 2 7 X| 7t R 3)

|=)C\>I-

0Ok

- Compiler Automatic Vectorization CHH| 5.63(CosSim), 6.12(L2Dist) Hll &=
B E1 O] Norm4s O| &

- = A HIE 2 Norm 4= Ol2| Al &SI =7t K E

Normalized Vector O| &

- SumOfMax CosSim 8% 21A
Scorel2| EM 0| = XM 3}

- SumOfMax L2Dist Bt M5 715 / MaxES 7ot F 20 sqrt 8 &
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5.9 Performance Optimization Results

CPU

- Intel(R) Xeon(R) Silver 4214

Volume
- 4 Volume parts
- Number of documents : 141K

- Dimension of vector : 128
- Number of document vectors : 65

Query

- Number of query vectors : 16
- Number of candidates : 1000
- TopK : 10

35.00

30.00

25.00

20.00

QPS

15.00

10.00

5.00

0.00
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sum of max cossim

B O3 -ftree-vectorize B SIMD(AVX512F)

B normalized

W sqrt | X 3}

sum of max -12dist

B /wnorm






Elapsed time
- Average : 62.4ms
- Minimum :43.8ms

- Maximum : 85.0ms
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Volume

Single shard / 4 slots
8289t documents

Document vector(dimension=128, count=65)

Query

ANN retrieval option (K =50, ef search=100)
TopK(K=10)

Query vector (dimension=128, count=16)



DEVIEW

= 2|5 = 5

623002 HIE| 2 9|3t Cluster 12 =% 0%
SRR
1500 QPS =1 == 2[2l Replica T T O A 2%

-EHo FHe| =l AL =62.4ms

-1000ms / 62.4ms * 24 Cores * 4 Replicas = 1538 > 1500

309 B DHE S I3 THE|M 4 23

- Number of documents in a shard = 828 & A
-5000FF = A1 /828 E Al = 600 Partitions
Cluster &2 =M

- 600 Partitions * 4 Replicas = 2400 Nodes
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ColBERT cluster A (for experiment)
- 38002 Docs (7.6%)

- 40 Partitions X 1 Replica
ColBERT cluster B (for experiment)
- 3.6 Docs (72%)

- 500 Partitions X 2 Replica
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Two Stage LTR(Learning To Rank) Model

Van Dang, Michael Bendersky, and W. Bruce Croft. Two-stage learning to rank for information

retreival. ECIR 2013: Advances in Information Retrieval, pp 423-434. Springer, 2013.

4 N\ 4 N
15t Stage Ranking / 2" Stage Ranking
N % U /
-recall 7|2h: LS S5O o= =5 - precision 7|8t =2/ £ HWSHA Sl S5

-7|A et5= 7|82 = 5% (= Learning to rank)
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6.5 Trade-offs in Two Stage LTR Model

[15t Stage Ranking]

Matched

Docs

15t Ranking

m

[2"d Stage Ranking]

2" ranking

Results

Ca nédidates

Good / Expensive 11. Number of

Candidates Trade-off
Poor / Cheap l

Tree Ensemble Model

Good / Expensive tz, Number of

Features Trade-off
Poor / Cheap l



6.4 ColBERT2| A

Learning To Rank

ﬁre-computed Features \
Dynamic Features
+ CoIBERT Score Feature

<

Candidates& S5 oA &

(= recall 2F4))

MEE P X

Tree Results

Ensemble
Model

Candidates

TopK (BM25F Score)

o
2" Ranking2| FeatureS &0t & L__Matching__

(= precision 2F &)

Inverted

Index

Of

=
L —

2"d Ranking

—_— _—

+ ColBERT Candidates

DEVIEW
2021

TopK (ColBERT Score)

Ranking

o

| Matching |
q Index )
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